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Abstract—Current approaches to Information-Centric Net-
working (ICN) facilitate the publication and retrieval of content
in a network through a variety of discovery, caching and
forwarding approaches, thus defining an equivalent of the data
plane in the current Internet infrastructure. However, in contrast
to the current Internet, ICN lacks a definition of the control plane
for the management of the operation of network topologies.

In this paper, we focus on fault management of ICNs as part of
the control plane. This research examines established techniques
from IP networks and tailors them towards the particular
requirements of the ICN model, including the reception of fault
alarms and alerts from network elements (NE), such as routers.
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I. INTRODUCTION

Information-Centric Networking (ICN) is an alternative ap-

proach to Internet networking, and a number of architec-

tures have been developed [1]. This paper focuses on fault

management concepts and applies them to ICNs. The aim

of fault management is to detect faults in the network via

the collection of alarms and alerts. With the current Internet

infrastructure, control is intertwined with the forwarding of

traffic. In contrast to the current Internet, ICN lacks a definition

of the control plane for the management of the operation of

network topologies. By using Software-Defined Networking
(SDN), control can be separated from forwarding decisions

via the use of a control plane and a data plane. In an ICN,

SDN techniques, particularly OpenFlow [2], can be used for

the reception of fault alarms from network elements (NE), such

as routers.

The remainder of this paper is structured as follows. Section

II reviews each of the technologies used to enable fault

management. Section III proposes an ICN fault management

framework, while Section IV provides a number of use cases,

and how they will be evaluated. Finally, Section V outlines

some conclusions.

II. RELATED WORK

In this section, we review the main technologies and con-

cepts used to manage fault alerts in ICN. These include ICN

itself, as well as SDN and fault management.

A. Information-Centric Networking (ICN)

A number of Information-Centric Networking (ICN) ar-

chitectures have been developed in recent years. Content-
Centric Networking (CCN) [3] and its derivative, Named Data
Networking (NDN) [4] are clean-slate approaches to Internet

architecture, which concentrate on named data rather than

named hosts. The NDN architecture is used as the basis for

this research.

There are two NDN packet types, (i) Interest and (ii) Data.

Data satisfies an Interest if the ContentName in the Interest

packet is a prefix of the ContentName in the Data packet.

Interests may be received for content that does not yet exist,

allowing publishers to generate content in response. A packet

arrives on a face, which can be either an external network

interface or an internal application interface.

Routers in NDN have three main data structures [4]:

1) Content Store (CS): Remembers arriving Data packet

as long as possible to maximise probability of sharing,

i.e., caches Data packets.

2) Pending Interest Table (PIT): Keeps track of Interest

packets forwarded upstream towards content source so

that returning Data packets can follow the path back

downstream towards the requestor, i.e., a breadcrumb

trail. Each PIT entry is erased whenever it sends a

matching Data packet back towards the requestor.

3) Forwarding Information Base (FIB): Forwards Inter-

est packets towards potential sources of matching data.

Allows list of outgoing faces rather than a single one,

since there may be multiple sources for content.

Therefore, an NDN router can cache Data packets in its CS,

in order to satisfy future content requests. The CS is analogous

to the buffer memory in IP routers; however, they differ in that

NDN routers can reuse packets after forwarding towards the

destination, whereas IP routers can not.

B. Software-Defined Networking (SDN)

SDN is an approach to networking that decouples the con-

trol of the network from the flow of data, i.e., it separates the

control plane from the data plane. With traditional networking,

packet routing on the control plane and packet forwarding on

the data plane occur on the same device, where each NE is
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individually controlled. With SDN however, the data plane

resides on the NE itself, but a separate SDN controller makes

high-level routing decisions on the control plane.

The Open Networking Foundation (ONF) defines four SDN

interfaces [5]:

1) Northbound: Between SDN controller and applications

2) Southbound: Between SDN control plane and data

plane, e.g., OpenFlow

3) Eastbound: Between SDN networks and legacy net-

works (conventional IP networks)

4) Westbound: Between multiple SDN control planes

OpenFlow is one of the main protocols that operates on the

southbound interface, giving access to the forwarding plane

of an NE. This enables SDN controllers to determine the path

that packets take across a network.

C. Control of ICN using OpenFlow

OpenFlow currently relies on IP-based networking. Since

ICN lacks definition of a control plane, current OpenFlow

specifications do not support ICN flows by default. This

research will draw on studies that analysed the supporting

of ICN by modifiying and extending OpenFlow components,

such as the switch, controller or protocol. In one study, for

example, the OpenFlow switch component is extended to in-

clude the NDN data structures, i.e., CS, FIB and PIT. Similarly,

the OpenFlow controller component is extended with a name-

based routing database and a cache for storing content. The

OpenFlow protocol itself is modifed to carry new messages,

actions and events between switch and controller [6].

D. Fault Management

The International Organization for Standardization (ISO)
introduced a model and framework for the management of

telecommunications networks [7]. This model defines five

management areas; (i) Fault management, (ii) Configura-
tion management, (iii) Accounting management, (iv) Perfor-
mance management and (v) Security management, subse-

quently known as FCAPS. It has been applied extensively

to communications networks, from traditional telephony to

the current Internet. Telecommunications service providers

use Operations Support Systems (OSS) to carry out these

management functions on their networks. Staff in a Network
Management Centre (NMC) / Network Operations Centre
(NOC) operate and monitor the various OSS.

This research focusses on fault management, which is the

collection, processing and correlation of all network and

environmental alarms and the determination of the required

corrective action. Its purpose is to (i) to reduce Mean Time
To Repair (MTTR) of network equipment and (ii) increase

efficiency of maintenance, thus improving Quality of Service
(QoS).

A network-wide fault management system should be ca-

pable of collecting alarms from all types of NEs, as well

as environmental alarms, such as power plant, temperature

and door alarms. Alarms may come to the fault management

system directly from the NE or via another OSS.

Fig. 1. Fault management process flow

Fig. 2. Alarm transfer to fault management

NE’s from different manufacturers produce various types of

alarm information. However, an alarm would typically contain

information, such as alarm ID, timestamp, severity, equipment

ID, etc.

A fault management system is a type of OSS and should

perform the following functions, as illustrated in Figure 1:

• Collect alarms directly from NEs or via an OSS.

• Filter alarms to remove duplicates, insignificant alarms,

etc.

• Analyse alarms to determine type and severity.

• Correlate with other alarms to determine if they originate

from a single root cause.

• Help resolve faults in order to clear alarms.

In the case where a major network fault causes multiple

alarms from a number of sources, the fault management

system should be able to process and correlate these alarms

to determine a root cause. When the fault is cleared, the root

cause alarm (and related alarms) should disappear.

Fault management can be (i) active, where devices are

monitored or polled, or (ii) passive, where alarms are collected

when faults happen. Active monitoring is used with less

intelligent NEs, where alarms need to be solicited, while

passive monitoring can be used with more intelligent NEs that

can provide alarms on demand. A fault management system

needs to be able to handle both active and passive monitoring.

This is illustrated in Figure 2.

III. ICN FAULT MANAGEMENT FRAMEWORK

This research looks at fault management in the context of

ICN, and in particular, NDN. It explores how Interest packets

and Data packets will be used to collect alarm information

from NEs, i.e., NDN routers.
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Fig. 3. Alarm transfer in NDN over SDN

However, Interest packets and Data packets operate on the

data plane. In order to inject and enforce fault management

policies network-wide, a control plane is needed. For example,

if there is major network disruption, updated fault management

policies can be applied to the affected and adjacent NEs, such

as frequency of polling, alarm information content, etc.

SDN controllers are used to enable this control plane

functionality. They are also used as a mechanism to aggregate

alarm information between the NEs and the fault management

system (OSS). The controllers communicate with the OSS

over a northbound interface and with NEs over a southbound

interface.

A number of methods can be used to collect these alarms,

including the following, as illustrated in Figure 3:

1) An active method, where (a) a controller periodically

polls an NE, using Interest packets. (b) The NE may

not respond at all, or may respond with a Data packet

containing alarm details where applicable or signifying

no alarms at this time.

2) A passive method, where (a) an NE sends an Interest

packet denoting a fault has occurred. (b) A controller

sends a Data packet back to the NE acknowledging

receipt of this Interest. (c) The controller then sends

an Interest packet to request alarm details. (d) The NE

responds to the controller with a Data packet containing

the alarm details.

3) Another passive method, where (a) a controller sends

a Persistent Interest (PI) packet to an NE. This has

a relatively long user-specified Time-to-live (TTL) and

remains alive until expiry. (b) Whenever a fault occurs,

the NE returns a Reliable Notification (RN) with alarm

details to the controller. This is a special Data packet

sent by data producers to notify receivers that real-time

information is available [8].

As well as providing a routing function, NEs are also

publishers and consumers of information; by performing alarm

collection, they create Interest packets and Data packets. Con-

trollers pass collected alarms to the OSS for further processing.

IV. EVALUATION

In the context of ICN, traffic can flow via ICN while the

management can take place over IP. However, in the future, the

IP network may be shut down, leaving an ICN-only network.

How are alarms handled in this case?

In order to examine how alarms will be handled in an ICN

network, an understanding of how they are handled in an IP

network is needed. Fault management will be investigated,

using a number of use cases under different evaluation cycles.

The behaviour of managing faults using an IP-only network

will be compared with using an ICN-only network. The

evaluation cycles are as follows:

1) An IP-only network, where OpenFlow will be used to

collect alarms via an SDN controller.

2) An ICN-only network, where OpenFlow will need to

be modified to handle Interest and Data packets, thus

enabling the collection and delivery of alarms to the

SDN controller over ICN.

The first evaluation cycle will look at an IP network

with OpenFlow. For active monitoring, the fault management

system sends polls to the NEs via the SDN controller using

OpenFlow over IP. Any NE that has an alarm will return it to

the fault management system. For passive monitoring, an NE

will send an alarm on demand. These messages will be routed

to the fault management system, as for active monitoring.

The second evaluation cycle will look at an ICN network

with modified OpenFlow. For active monitoring, the fault

management system sends an Interest packet containing poll

information to the NEs via the SDN controller using modified

OpenFlow over ICN. Any NE that has an alarm will return

a Data packet containing alarm information to the fault man-

agement system. For passive monitoring, an NE will send an

Interest packet to the fault management system indicating that

it has an alarm. Again these messages will be routed to the

fault management system, as for the active monitoring case.

The fault management system will respond to the NE with

a Data packet, simply to acknowledge the received Interest

packet. The fault management system will then follow this

up with an Interest packet to the NE in order to solicit alarm

details. Upon receipt of this Interest packet, the NE will send a

Data packet containing the alarm details back towards the fault

management system. However, there is an alternative passive

method where the fault management system sends a PI packet

to selected NEs. Whenever a fault occurs, an NE can return

an RN packet with alarms details to the fault management

system.

A network may experience, amongst others, the following

fault scenarios;

1) Failed link: Would cause alarms to be generated from

the nodes at each end of the link. These alarms would

be sent to a controller, provided there is an alternative

link available.

2) Failed node: Failing a node is essentially failing all

the links connected to that node. Therefore, this would

cause alarms to be generated from the node itself and
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all directly-connected nodes at each end of these links.

These alarms would be sent to one or more controllers,

provided there are alternative links available.

3) Multiple failed links and/or nodes: Alarms would

be generated from the failed nodes themselves and all

directly-connected nodes. These alarms would be sent to

one or more controllers, provided there are alternative

links available.

Use cases will be developed for these three scenarios and

they will be applied to each of the two evaluation cycles.

We will assume a network topology, such as the Exodus

(US) topology (AS-3967) from Rocketfuel [9]. For the first

evaluation cycle, these nodes would be IP routers, but for

the second evaluation cycle, they would be replaced by ICN

routers, based on NDN.

These use cases will be compared in terms of latency and

overheads. Enhancements will be made to the ICN evaluation

cycles to ascertain what improvements take place. Take, for

example, a number of major East coast nodes fail in the

Exodus topology, due to natural disasters. Alarms indicating

these failed nodes need to be routed to a fault management

system. How will fault management cope in both the IP and

ICN evaluation cycles?

With IP, major alarms will be generated by nodes adjacent to

the failed nodes. These alarms will attempt to find an available

path to a fault management system. If a lot of the network in

the region is down, the alarms may take longer to route to the

fault management system, thus increasing latency. The path

may even be blocked completely, so the staff at the NMC will

need to determine the extent of network failures from alarms

that do arrive. For active polling, staff will need to examine

network status in the event of no response from the NEs.

With ICN, an Interest packet will be generated by the NE

and sent towards the fault management system to indicate that

an alarm is to be transmitted. As with IP, this Interest packet

could have difficulty finding a path to the fault management

system. However, a number of methods will be examined to

increase the chance of a path being found.

One of these methods is scope-flooding [10], a flooding-

based forwarding strategy. Another method to improve the

chances of alarms reaching the fault management system is

the Virtual Interest Packet (VIP) framework [11]. Both of

these methods will be examined, along with others, in order to

improve the delivery of alarms to a fault management system

during a major outage, such as a natural disaster.

With IP, an alarm will take a path to the fault management

system, which will depend on the routing protocols across

the network. This path may be impeded by blocked links,

or even blocked nodes. This can add to the delay of alarm

transmission, or in extreme cases, the alarm may be completely

blocked.

With ICN, a similar situation may take place. This is where

methods, such as scope-flooding or VIP, can be deployed to

reduce these delays. These explore the use of multiple paths

to enable alarms to reach the fault management systems in

optimum time. These techniques on ICN will be compared

with IP to see what improvement in latency that they provide.

This collection of alarms and their handling in the system

will be investigated through NDN simulation tools in order

to compare their latency and overheads. One of the main

simulation tools that will be used is Mini-NDN, a networking

emulation tool for NDN. It is based on Mini-CCNx, which is

a fork of Mininet [12].

V. CONCLUSION

Fault management is a mature discipline in telecommu-

nications networks and has been applied extensively to IP

networks. In the context of ICN, traffic can flow via ICN

while the management can take place over IP. However, if

the IP network is shut down at some point in the future, the

ICN network itself needs to be able to manage faults.

This research aims to examine these established fault man-

agement techniques and tailor them towards the particular

requirements of the ICN model. A number of use cases are

proposed to compare managing faults over ICN versus over

IP so that necessary adjustments can be developed.
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